DESIGN SPECIFICATION - V1.1 - AS-BUILT

Engram

A transparent memory sidecar that gives any local model - down to a 0.6 B
parameter Qwen - persistent, self-organizing recall, with about 22 ms of

overhead.

2026-08-14 benchmarked on Apple M2 Pro - 16 GB targets ollama - openclaw - hermes - curl

9-agent research synthesis v1l.1: updated to the shipped system



The verdict, first

Your instinct is right, and the market gap is real: no shipping memory system
ranks memories by usage frequency with principled decay, none runs its write
pipeline on a sub-1 B model, and no local-first system wraps the model
transparently. MemO, Zep, Letta, LangMem, cognee, and Memobase all assume
GPT-40-mini-class extraction models and require SDK or tool-call integration.

Engram can own all three gaps at once.

Three parts of the original spec must change, because the evidence is unambiguous:
raw frequency scoring creates a tunnel-vision feedback loop (fix: ACT-R activation
with power-law decay); a fixed 100-interaction window forgets exactly the old, rare
facts memory exists for (fix: unbounded store, bounded hot set); and 20 injected
memories is 5-10X too many for a 0.6 B model, which measurably peaks at 2—4
passages (fix: model-tier-adaptive K). Everything else - the two-level summaries,

the score-then-inject loop, the wrap-everything ambition - survives and gets sharper.

~22 ms 30-60x O LLM calls
RECALL P50, MEASURED FASTER THAN MEMO@® SEARCH ON THE REQUEST PATH
1 file 0 code changes

SQLITE, NO DOCKER FOR ANY CLIENT



v1.1 - what the field changed

Everything below was built, and the day-one design survived contact with reality

remarkably well - but field testing forced six upgrades worth reading this spec with:

e Embedder: nomic-embed-text could not separate related from unrelated cues
(0.471 vs 0.470 cosine - a coin flip); shipped default is qwen3-embedding:0.6b
@256d (~65ms warm), with caps raised to 250/300ms to absorb GPU
contention. Production recall lands ~90-130ms - still several times faster than

any published competitor.

e Summarizer: qwen3:0.6b destroys facts at summarization ("badly allergic to
peanuts' — "a brave statement about courage"); shipped default is qwen3:1.7b,

extractive fallback unchanged.

e Cache-preserving injection: the predicted KV-invalidation hazard proved
catastrophic in practice (a per-turn block at the system top forced ~90s re-prefill
of a 23k-token agent prompt). Shipped fix: big prompts get the block on the
newest user message - measured 90s — 2s, and it preserves cloud providers'

cache-read discounts.

¢ Cloud upstreams: beyond this spec's scope, the shipped proxy also speaks the
Anthropic Messages protocol and can route it to a cloud endpoint
(ENGRAM_ANTHROPIC UPSTREAM) while embeddings/summarization stay

local - local memory for frontier models at ~1% token overhead.

e Provenance: shipped formation tags every memory user / observed:<name> /
system - third-party words form at half weight, never earn salience, and cannot

supersede user facts; framework plumbing never becomes memory.

e GPU coexistence: background work checks for resident big models and yields
(the summarizer once evicted a 7.5GB agent model between tool iterations,

costing ~86s reloads in a loop). Idle gate is 30s, not 2s.

Shipped beyond the plan: the memory observatory with live search, agent memory
verbs over MCP (search/save/correct/edit/pin/forget/profile), profile
consolidation, decay-to-silent, adaptive per-model injection tiers (2 gists/350 tok

for <4B up to 6/2000 for cloud), spreading activation over a Hebbian link graph,



and engram lapse/import. The regression suite (engram eval) scores 9/9 retrieval

on the scenario that broke v0.1.
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§ 01 - LANDSCAPE

The gap nobody fills

Five research agents surveyed every serious memory system shipping as of August 2026.
They cluster into extraction-pipeline vector stores (MemO, LangMem, Memobase), temporal
knowledge graphs (Zep/Graphiti, cognee), and agent-managed context (Letta/MemGPT,
OpenClaw's markdown memory, Hermes). All are real systems with real results - and all of

them share three blind spots that happen to be exactly Engram's premise.

SYSTEM WRITE PATH NEEDS RETRIEVAL LATENCY FREQU
MemO GPT-40-mini tool-calling 200 ms p95 search - 1.44 s p95 total no - sin

(ADD/UPDATE/DELETE) recency
Zep / LLM entity extraction ~300 ms p95 no - sim

Graphiti (gpt-40-mini) distanc



SYSTEM WRITE PATH NEEDS RETRIEVAL LATENCY

Letta Capable self-editing seconds (agentic search)

(MemGPT) agent + tools

Memobase LLM profile extraction, <100 ms (SQL only)
batched

OpenClaw Host agent writes fast (sqlite-vec + FTS5)

memory markdown

Supermemory cloud pipeline n/a (cloud RTT)

proxy

Engram (this nothing above ~22 ms p50 - 50 ms hard cap

spec) qwen3:0.6b - degrades

to extractive

The academic side agrees on what works: the Generative Agents ablation showed the
memory stream itself is the biggest contributor to believability (TrueSkill 1 29.89 with
memory vs 21.21 without); Letta's sleep-time compute showed offline memory
reorganization saves ~5X test-time compute; and Zep's temporal invalidation showed
contradictions should be superseded, never deleted. Engram borrows each of these -

implemented small enough to run on the hardware you already have.

§ 02 - SPEC REVIEW

Your spec, audited

Every clause of the original proposal was independently designed against by three

FREQU

no

no - prc

no - 70

BM25

no

yes - Al

architecture agents, then attacked by an adversarial critic. Here is what survived contact

with the evidence.



ORIGINAL SPEC VERDICT

All I/0 passes KEEP
through Engram

10-word + 100- KEEP, ADD A THIRD LEVEL
word two-level

summaries

Last 100 CHANGE
interactions

stored

Frequency-based UPGRADE
importance

scoring

WHY

This is the killer feature. A transparent proxy is
the only zero-code integration for bare Ollama,
OpenClaw, and Hermes at once - and only
Supermemory (cloud-only) does it today. One
refinement: raw completion endpoints

( /api/generate , FIM) pass through
uninjected - there is no safe place to put

memory in a raw completion prompt.

Coarse-to-fine is exactly how HippoRAG 2
models the hippocampal index (sparse cue —
dense content). But 10 words destroys literal
tokens agents need (error codes, flags,
negations - "do NOT use --force" can invert), so
a third tier keeps the verbatim exchange
retrievable underneath: title — gist —

verbatim.

An agent in a tool loop burns 100 interactions
in an afternoon, evicting yesterday entirely -
and recent turns are already in the context
window. The 100-slot buffer becomes the hot
set (always candidates); the full store is
unbounded, with old traces sinking into a

recoverable silent tier instead of being deleted.

Raw frequency is an unclosed feedback loop:
frequent topics get injected, echoed, re-
counted, re-injected - while a once-mentioned
peanut allergy sinks forever. ACT-R base-level
activation delivers your "frequent stays close,
infrequent sinks" with power-law decay, and 50
years of cognitive science behind the single

parameter it needs (d = 0.5).



ORIGINAL SPEC VERDICT WHY

~20 memories CHANGE Direct evidence (0.5-70 B retrieval-utilization
injected before study): sub-7 B models peak at 2—4 injected
answering passages and are actively hurt by related

distractors. 20 gists = 2.8 K tokens = 70% of
Ollama's default 4 K context. K adapts to the
model tier: <4 items for qwen3:0.6b, more for
bigger models - and "inject nothing" is a first-

class outcome.

Support bare KEEP All three verified reachable with zero code
models + changes: bare users set OLLAMA_HOST ;
OpenClaw + OpenClaw points baseUrl at Engram and
Hermes keeps its mandated api:"ollama" (Engram

speaks the native NDJSON protocol, not just
OpenAl SSE); Hermes swaps base_url . An
optional MCP server adds explicit memory

verbs for tool-capable agents.

§ 03 - ARCHITECTURE

System shape: a sidecar that impersonates Ollama

Engram is one daemon, engramd , on port 11435 (Ollama + 1), proxying to Ollama on
11434. It speaks both wire protocols byte-faithfully: Ollama-native NDJSON

( /api/chat, /api/generate ) and OpenAl-compatible SSE ( /v1/chat/completions ),
with pure passthrough for /api/tags, /api/show, /api/version , and embeddings so
client auto-discovery keeps working. This dual-protocol wrap is the adoption keystone -
OpenClaw's docs mandate the native API for local models because /v1 breaks tool calling,

so an OpenAl-only proxy could never serve it.

Engram mutates only the request (one sentinel-delimited memory block). The response is
teed: bytes stream to the client verbatim - never re-serialized - while a shadow accumulator

builds the episode log. This one decision sidesteps the entire documented class of proxy



streaming bugs (LiteLLM's dropped tool_calls deltas, lost trailing usage chunks, inflated

token counts).

e A
engramd :11435
request L
client recall inject block T o] ollama :11434

curl - openclaw hybrid + activation < budget, K by tier qwen3:0.6b

hermes - any ‘r nomic-embed

t
N stregm tee - bytes verbatim to client
shadow copy - episode log

/ episode

queue

engram.db - » summarizer
SQLite WAL - FTS5 - vectors qwen3 /no_think - off-path
traces - episodes - queue — runs only when GPU idle

title + gist

The hot path (teal) is index lookups and arithmetic only - no LLM ever
runs before the model answers. All summarization (amber) happens

after the stream closes, and only when Engram observes the GPU is idle.

Integration is one line per client

# Bare Ollama - stock "ollama run’ gains cross-session memory
export OLLAMA_HOST=127.0.0.1:11435

# OpenClaw - keeps its mandated native-API mode; just re-point it
# (openclaw.json - models.providers)
{ "engram": { "baseUrl": "http://127.0.0.1:11435", "api": "ollama" } }

# Hermes Agent - any OpenAl-compatible base_url works
base_url = "http://127.0.0.1:11435/v1"

# Agents that want explicit memory verbs (optional, same store)
engram mcp # stdio MCP server: engram_recall - engram_trace - engram_forget

Because the proxy and the MCP server share one store, memory formed while chatting via
curl is available to agent tools and vice versa. Per-request controls ride on headers: X-

Engram: off (bypass), X-Engram-Budget , X-Engram-Agent (namespace). Namespaces



are isolated by default - a tool-heavy agent's plumbing traffic must not pollute your chat

memory, and cross-client sharing is an explicit opt-in.

§ 04 - MEMORY MODEL

Three tiers, one lifecycle

The unit of storage is a trace - an engram in Semon's original sense: a latent modification
written by experience (engraphy), reactivated by partial cue (ecphory). Your two-level

skeleton becomes three linked tiers, so recall can be cheap and shallow or precise and deep:

e Title (=10 words) - the sparse cue index. What hybrid search matches against.
e Gist (=100 words) - the dense content. What actually gets injected.

e Verbatim - the raw exchange, kept in the episode log. What agents drill into when literal
tokens matter (error codes, flags, exact values), and what protects against summary

lossiness.

A turn is retrievable immediately via its verbatim tier (BM25-indexed within ~5 ms of
stream close, keyed on extracted salient tokens - entities, error codes, quoted values - never
"first ten words of the message"). The title and gist crystallize seconds later, off-path.

Summarization never blocks recall.



use reinforces (testing effect)

schema
consolidated gist
cites source traces
single level - never re-summarized

replay clusters =3

active trace
episode engraphy title = 10 words

verbatim turn gist = 100 words
activation A(t)

\
silent trace i ! superseded 1
1
1
1

1

1

1

: stored, not injected :history kept, never injected
1

\

Forgetting is retrieval failure, not deletion: unused traces go silent (Ryan
2015's availability-vs-accessibility distinction), corrections supersede rather

than strengthen, and replay consolidates clusters into single-level schemas.

Schema (SQLite, one WAL file)

episodes(id, ns, session_id, role, content, ts, model, tokens, sha256, origin)

—— origin: user | assistant | tool - tool rows never form traces
traces(id, ns, episode_span, title, gist, created_ts, n_access REAL, last8_ts,
importance, pinned, status, — forming | active | silent | superseded

superseded_by, valid_from, valid_to, provenance, embedding BLOB)
—— embedding: f32[256], nomic-embed Matryoshka-truncated
links(a, b, kind, weight, last_coactivation) —— temporal | semantic | co-
retrieval
schemas(id, ns, gist, source_trace_ids, created_ts)
fts — FTS5 over (title, gist, salient_tokens); queue(job) - durable, same file

No Docker, no Postgres, no Qdrant, no Neo4j. At this scale none of them earn their keep:
measured on this machine, brute-force vector search over 10,000 traces costs 0.3—-0.9 ms
and FTS5 BM25 costs 1.0 ms. ANN indexes only pay off past ~100 k vectors - and can be
added then without changing the file format. Backup is cp engram.db .

§ 05 - SCORING



The scoring engine: activation, not frequency

This is the heart of the system and the part the original spec got half-right. "Frequent topics
stay closest to retrieval" is exactly what ACT-R's declarative memory computes - but with
two corrections that kill the tunnel-vision loop: every access decays by a power law, and

relevance to the current query gates admission before activation ranks anything.

Each trace carries a base-level activation - Anderson & Schooler proved this quantity tracks

the log-odds a memory will be needed now, which is precisely the ranking Engram wants:
Bi = In (%5 wj - tj‘d ), d=0.5 // tj = hours since access j; the 8 mos

d = 0.5 is the one ACT-R parameter its reference manual calls "strongly recommended" - a single equation that
produces both the power law of forgetting (Ebbinghaus, replicated by Murre & Dros 2015) and the power law
of practice. Frequent and recent wins; frequent-but-stale sinks; a burst of mentions decays back down instead of

squatting forever.

Accesses are weighted re-presentations, implementing the testing effect (retrieval practice

strengthens memory far more than restudy - 56% vs 42% retention at one week):

e w = 1.0 - creation, or the user re-references the content in a later turn.
e w = 0.5 - byte-identical repeat (agent retry loops strengthen less: the spacing effect).

e w = 0.15, capped at once per session per trace - the trace was injected. The model
echoing an injected gist never counts: a 0.6 B model parrots whatever you show it, so
self-certifying "usage" would re-open the rich-get-richer loop. Only evidence from the

human side of the conversation reinforces at full weight.

Context spreads activation to neighbors - recalling one trace primes what it links to, with
ACT-R's fan effect damping hub nodes so no single trace can dominate (which doubles as

structural spam resistance):
Si = Zj € sources Wj o max(@, 2 — 1n(1 + fanJ)) Ai = Bi + Si + Bi

Sources: traces injected last turn plus traces whose salient tokens appear in the current request. B; is write-time

importance € [0, 1.5]: novelty (1 — max cosine to the existing store) plus lexical salience from user-typed text

only - corrections, identity statements, preferences. No LLM importance judge: Generative Agents' own ablation



shows the memory stream, not the poignancy rating, carries the effect, and a 0.6 B model can't grade

consistently anyway.

Admission before ranking - the anti-tunnel-vision invariant

The critic's sharpest finding: any formula that normalizes scores will always inject
something, even on "thanks!" - and related-but-irrelevant distractors are what measurably

hurt small models most. So Engram separates two questions:

1. Admit - is this trace relevant to this request? Judged on raw, absolute thresholds (cosine
> (0.55 against the cue, or a strong literal BM25 hit). No normalization. On an unrelated
turn, nothing passes, and nothing is injected. This is also what makes old memories
resurrectable: a month-old, once-mentioned fact with a strong cue match clears

admission no matter how far its activation has decayed.

2. Rank - among admitted traces, order by rel + 0.5-0(A;/0.4) , with per-topic diversity
caps (max 2 gists per topic, newest wins ties - an O(1) answer to knowledge-update
questions). Traces born in the current conversation are excluded outright: they're already

in the context window.

Activation never decides whether to remember - only what surfaces first when several things

are relevant. That is the difference between a memory that focuses and a memory that

obsesses.

A(t)

reinforced: each use resets the decay clock

silence threshold

unused: sinks silent - but a strong cue still admits it

0 2 4 weeks -6
accesses

Base-level activation over six weeks. Power-law decay (t_O'S) sinks unused traces
below the silence threshold; each weighted access resets the clock. Admission

by raw relevance means even a silent trace answers a strong enough cue.



§ 06 - RECALL

The recall path, measured on your machine

The retrieval-stack agent benchmarked every component on this M2 Pro - these are not
vendor claims. The pipeline: build the cue (last user message + tail of the prior assistant
turn) — embed — parallel dense + BM25 candidate search — RRF merge — activation

arithmetic — admission gate — budget fit.

STAGE P50 @ 10K TRACES P95 NOTES

Parse request, build cue, strip 0.3 ms 0.5 ms .

old sentinel block

Embed cue - qwen3- 65 ms ~110 ms hard cap 250 ms —
embedding:0.6b (v1.1; was lexical-only fallback

nomic), warm

Dense top-40 - brute-force over 0.3 ms 0.6 ms 0.147 ms measured via
RAM f32 matrix numpy @ 10 k x 256 d
FTS5 BM25 top-40 1.0 ms 2.5 ms stdlib sqlite3

RRF (k = 10) + activation + 0.4 ms 0.7 ms pure arithmetic over <
admission + diversity 80 candidates

Budget fit + block render + 0.8 ms 1.6 ms pooled keep-alive to
upstream connect localhost

Total added time-to-first-token = 90 ms =~ 130 ms 300 ms deadline —

(v1.1 shipped) fail-open passthrough

Three deliberate exclusions keep it flat: no LLM on the read path ever; no ANN index
(brute force wins below 100 k vectors and there's nothing to corrupt on crash); no cross-
encoder reranker by default (measured 19 ms for marginal gain at this corpus size - one
config key turns it on for =7 B upstream models and still lands under 65 ms). RRF uses k =

10, not the Elasticsearch-default 60, which measurably flattens ranks on small corpora.



The embedding call is the whole budget. Two levers if you want it lower: the bundled
ONNX MiniLM path (4.4 ms CPU, measured - MPS is slower for single queries) or accepting
lexical-only mode. A keep-warm heartbeat pings the embedder every 4 minutes; if Ollama
evicts it anyway (measured cold start: 437 ms), the 40 ms cap fires and retrieval degrades

to BM25-only, visibly, with a counter in engram stats - never silently and never blocking.

For comparison: MemO's published search path is 148-200 ms p50-p95 with 0.7-1.4 s end-
to-end; Zep claims ~300 ms p95. Engram's whole recall is faster than their network round-

trip would be.

§ 07 - INJECTION

Injection: fewer, stronger, first

Three findings dictate the injection design. Sub-7 B models peak at 2—4 injected passages
and degrade with more. They show strong positional primacy - important content belongs
at the start. And they cannot follow meta-instructions like "ignore if irrelevant," so the best

defense against distraction is simply not injecting distractors (§ 05's admission gate).

UPSTREAM MODEL (PROBED ONCE VIA /API/SHOW) K MAX TOKEN CAP COMPOSITION

Tier S - < 4 B (qwen3:0.6b) 4 350 2 gists (< 120
tok each) + 2
title lines +
header = 330
tok - arithmetic

verified against

the cap

Tier M - 4-14 B 8 1,000 4-5 gists + title
lines

TierL- > 14B 12 2,000 full gists +

"also on file"

titles



The cap is also computed against measured headroom, never a blind percentage:
estimated prompt tokens vs effective context ( num_ctx from the request - OpenClaw injects
it - else the model default, which on a 16 GB Mac is Ollama's 4,096). Injection must never
push an agent's own prompt out of its window. Your "top 20" survives as the scored

candidate set; only the best K clear admission and budget.

The block is sentinel-delimited, idempotent (stripped and re-inserted, never stacked),
placed at the top of the system message, and rendered as dated, quoted notes - data, not

instructions:

<engram:memory v=3>

Background notes from past sessions (may be stale):

e [2026-07-30] Sam's cat is Miso; severe peanut allergy — flag Thai/satay dishes.
* [2026-08-02] Deploy fails with ECONNRESET unless PGSSLMODE=require is set.

Also on file: staging DB migration plan - Sam's keyboard preferences
</engram:memory>

The KV-cache tradeoff, priced honestly

A block that changes every turn invalidates llama.cpp's prefix cache and forces a full re-
prefill - roughly 150-250 ms of hidden time-to-first-token at 4 K context on a 0.6 B model.
That dwarfs Engram's own 22 ms, so it is managed explicitly: scoring is deterministic by
default (ACT-R's noise term is opt-in), and the previous turn's block is kept unless a newly
admitted trace beats a current member by a clear relevance margin (6 = 0.15) or overlap
falls below Jaccard 0.5. Stability is the default; relevance can always override it. No

shipping memory system even accounts for this cost.

The write path: nothing blocks,
nothing is trusted blindly

On stream close, Engram commits the episode row and enqueues a job - about 1.5 ms of

bookkeeping, after the client already has its answer. Everything else is write-behind:



1. Role filter. Only user/assistant dialogue forms traces. Tool calls, tool results, and other
memory systems' traffic (OpenClaw's compaction flushes, memory-file writes) are logged
as episodes but never summarized and never counted - a 20-iteration tool loop must not
win the frequency signal over anything a human said. Engram's own injected block is

stripped before storage, so it never re-summarizes its own output.

2. Delta extraction. Clients resend full history every request; session identity uses rolling
message-tail anchors (robust to OpenClaw's compaction, unlike a full-prefix hash), so
only the new turn is ever summarized. Byte-identical repeats dedup by SHA-256 into a

half-weight re-presentation.

3. Summarize - when idle. The proxy sees all Ollama traffic, so it knows when the GPU is
free; qwen3:0.6b runs with /no_think only then, and an in-flight job is aborted
(connection dropped) the instant a user request arrives. The prompt asks for two plain
lines - TITLE: / GIST: - parsed by regex. Never JSON: small models reliably botch
structured output (cognee's docs warn exactly this). Validation is a word count; one
retry; then a deterministic extractive fallback. Correctness requires zero LLM

competence.

4. Merge or supersede. A near-duplicate (cosine = 0.92) would normally strengthen the
existing trace (biological co-allocation; MemO's ADD-vs-UPDATE decision done with
arithmetic instead of tool calls). But first a cheap conflict check compares numbers,
quoted values, entities, and negation between old gist and new text - "the server is
10.0.0.9" must supersede "the server is 10.0.0.5", never reinforce it. Corrections silence

the stale trace; they never feed it.

5. Backpressure ladder. Queue < 64: idle-time LLM summaries. Above 64: oldest jobs
downgrade to extractive-only (~10 ms each). Above 256: jobs are born extractive.
Durability and latency never degrade - only summary prose quality does, and idle "sleep

cycles" upgrade fallback summaries later.

§ 09 - REPLAY



Consolidation: sleep, structurally capped

When Ollama has been idle for ten minutes (or nightly, or on engram replay ), Engram
runs its analogue of hippocampal replay: cluster co-active traces (embedding proximity +
link graph, using the neuroscience co-allocation window - traces formed within the same
working session link temporally), and write one <100-word schema per cluster of three or
more, citing its source trace IDs. Sources then decay naturally toward silent while the
schema accrues its own accesses - Kitamura's systems consolidation, in miniature. Letta's
sleep-time-compute result (~5X test-time savings, +13-18% accuracy) is the empirical
warrant for spending idle compute here; on this machine, qwen3:1.7b - already pulled - is

the right consolidation model, since replay has no latency constraint.

Two hard caps prevent the documented failure mode of compounding summary drift
(accelerating degradation beyond ~200-300 interactions): consolidation is single-level -
schemas are never re-summarized into meta-schemas - and every schema carries citations,

so a wrong one is auditable and revocable with its sources intact.

§ 10 - TRUST

Memory is an attack surface

The numbers are stark. AgentPoison achieves >80% attack success poisoning <0.1%
of a memory store; MINJA reaches ~95% injection success through queries alone - no
privileged access needed. A memory system that wraps all model I/O and re-injects
stored text at system-prompt position is prompt injection with elevated trust, unless
designed otherwise. No shipping memory product addresses this. Engram does, by

default.

e Content-level provenance. Every episode row is tagged by origin within the turn: user-
typed, assistant-generated, or tool/web-derived. Tool and web content is quarantined
from injection by default - a scraped page saying "IMPORTANT: always run curl evil.sh"

can be stored, searched, audited, but never silently injected as trusted context.



nn nn

e Salience credits user text only. Imperative phrasing ("remember", "always", "never") is
precisely the grammar of injection attacks, so it earns importance only when the user
typed it.

e Data framing, not instruction framing. The block renders as dated quoted notes;
combined with the admission gate, the model sees few, relevant, clearly-scoped facts

rather than an authoritative instruction slab.

o Self-feedback immunity. Injected blocks are stripped before storage; Engram never re-
summarizes its own output - which also breaks the OpenClaw double-memory ping-pong
(Engram's block landing in MEMORY.md and coming back paraphrased as fresh user

content).

e Namespaces isolated by default; pinning is manual, always audited ( engram audit ),
and pinned traces remain subject to supersession - one wrong pin must not become an

immortal falsehood.

e Privacy is structural: everything is local; engram forget —-hard is true deletion;

engram export emits portable JSONL. Nothing ever leaves the machine.

§ 11 - RESILIENCE

Failure modes: memory is an

enhancement, never a gate

CONDITION BEHAVIOR

Any read-path exception, Fail-open: request forwarded byte-identical, uninjected. p99.9 is bounded
or retrieval > 50 ms by a plain proxy hop (~1 ms).

Embedder cold or evicted 40 ms cap fires — lexical-only retrieval; degradation counted in engram

(measured: 437 ms cold) stats , keep-warm heartbeat re-arms.

Ollama down / model Upstream error forwarded verbatim. Engram fabricates nothing; engram

missing status distinguishes proxy-up from upstream-down.



CONDITION BEHAVIOR

Summarizer emits Word-count validation — one retry — deterministic extractive fallback.
garbage Never blocks, never poisons.

Client disconnects mid- Upstream cancelled; episode stored as truncated and still summarized.
stream

Crash / power loss SQLite WAL, synchronous=NORMAL : worst case loses the last transactions,

never corrupts. Queue replays idempotently by SHA. In-memory indexes

are disposable caches, rebuilt on boot (< 100 ms at 10 k traces).

Cold start, empty store Pure passthrough with zero injection - day one behaves exactly like talking
to Ollama. engram import bootstraps from OpenClaw markdown or
Hermes SQLite, backdating timestamps on a synthetic spaced schedule so

imports neither flood retrieval nor arrive dead.

Raw completion requests Passthrough, uninjected - there is no safe injection point in a raw prompt.

( /api/generate , FIM)

§ 12 - EVALUATION

Honest numbers or nothing

The memory-benchmark field is contested - MemO and Zep publish dueling LoCoMo scores,
and Letta showed a plain-file agent beats specialized systems at 74% while arguing
anything above ~93% is suspect. Engram's credibility play is the opposite of a leaderboard:
engram bench measures everything on the user's own machine, and the design commits

to metrics that expose its own failure modes:

e Recall latency - p50/p95/p99.9 added TTFT, plus KV-cache-invalidation rate (the honest
hidden cost).

e Answer lift - a LongMemEval-style local harness scoring qwen3:0.6b with and without
Engram, emphasizing the categories that are actually hard: knowledge updates,

temporal reasoning, and abstention.



¢ Injection precision - fraction of turns where nothing relevant existed and nothing was

injected. This is the anti-distractor metric; every existing system silently fails it.

e Hot-set entropy - diversity of what gets injected over time. A collapsing entropy curve is

tunnel vision made visible, which is how you prove the feedback loop stays closed.

§ 13

ROADMAP

Build order

Reference implementation: Python 3.13 + uvloop/aiohttp (all measured numbers are

Python numbers; a Rust/Go port is an optimization, not a requirement). Embeddings via

Ollama's nomic-embed-text - already pulled on this machine - Matryoshka-truncated to

256 d. Summarizer: qwen3:0.6b /no_think ; consolidation: qwen3:1.7b .

VER

0.1

0.2

0.3

0.4

1.0

SCOPE

Dual-protocol passthrough proxy - episode log - FTS5
- extractive titles - budgeted injection - engram

bench

Embeddings + hybrid RRF - ACT-R activation +
admission gate - write-behind summarizer +

backpressure ladder

Reinforcement + KV hysteresis - merge-vs-supersede

- silent tier - provenance + quarantine - namespaces

Replay/consolidation + engram why + live
dashboard (watch traces form, strengthen, fade) -

MCP mode - engram import

Local eval harness results - packaging ( brew

install engram ) - docs

PROVES

Zero-breakage wrapping: OpenClaw
and ollama run work through it,

streams and tool calls intact

The 22 ms recall claim, end to end,

measured

The loop stays closed: hot-set entropy

stable over 1,000-turn agent runs

The demo: two stock ollama run
commands sharing memory you can

see

Honest numbers vs MemO/Zep on

commodity hardware

The two-minute demo that sells it, unchanged from the product lens because it's right:

engram up , tell gwen3:0.6b about your cat and your peanut allergy, open a fresh session,



ask what to avoid when ordering Thai - and watch the allergy trace fire, strengthen, and

answer a question the bare model could never touch. Then engram lapse 72h to fast-

forward the decay clock and watch unused memories sink while the reinforced one holds.

Forgetting as a feature, live.

§ 14 - SOURCES
Selected sources

e ACT-R 7.x Reference Manual - base-level learning,

spreading activation, retrieval equations

o Anderson & Schooler (1991) - activation as log

needs-odds

e Murre & Dros (2015) - Ebbinghaus replication,

power-law forgetting

» Roediger & Karpicke (2006) - the testing effect

o Josselyn & Tonegawa (2020), Science - engram cells

e Ryan et al. (2015) - silent engrams, availability vs
accessibility

o Kitamura et al. (2017) - systems consolidation

e Park et al. (2023), arXiv:2304.03442 - Generative
Agents, memory-stream ablation

e Packer et al. (2023), arXiv:2310.08560 - MemGPT

e HippoRAG 2 (2025), arXiv:2502.14802 - sparse cue

/ dense content indexing

o Letta (2025), arXiv:2504.13171 - sleep-time

compute

MemO (2025), arXiv:2504.19413 - pipeline +

LoCoMo latencies

Zep/Graphiti (2025), arXiv:2501.13956 - temporal

invalidation

LongMemEval (ICLR 2025), arXiv:2410.10813 -

hard categories

AgentPoison (NeurIPS 2024), arXiv:2407.12784 -

memory poisoning

MINJA (2025), arXiv:2503.03704 - query-only
injection

Sub-7B retrieval utilization study, arXiv:2603.11513
- 2-4 passage peak, positional primacy

Ollama API docs - OpenClaw provider/memory docs

- Hermes Agent docs

Component benchmarks: measured locally, Apple
M2 Pro 16 GB, 2026-08-14 (bench.py preserved in

session scratchpad)



Engram design specification - synthesized 2026-08-14 from a 9-agent research workflow (5 research sweeps, 3

independent architectures, 1 adversarial critique) - all latency figures measured on the target machine



